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 TC  Introduction Abstract
In 1864 in New York City, a stock market called the Gallagher’s Evening Exchange emerged for trading financial assets in the twilight hours.  This market complimented the day trading on the New York Stock Exchange.  The same assets, mainly gold and railroad stocks were traded on both markets.  We have collected 227 observations of the price of one particular stock from the NYSE opening call, closing call, and the Evening Exchange call.  One interesting thing to note when examining the data is that the prices are very close together at all times, though not exactly the same.  The prices appear to move together over time.  Why these stock prices would move together is an interesting question.  One explanation comes from Eugene Fama’s work regarding efficient capital markets.  Fama posits in part of his Efficient Market Hypothesis that markets will price an asset based on all public information available to the market.  We contend that part of that information is the news coming to the market, and part of it is the price on the opposite market.  Econometrically speaking, we are examining the relationship between the price of the stock on the Evening Exchange and the price of the stock on the NYSE.  This interpretation of Fama’s Efficient Market Hypothesis suggests that the relationship coefficient should be equal to 1, because a $1 increase in price on the Evening Exchange ought to lead to a $1 price increase on the NYSE.  This paper seeks to test the whether or not the flow of price information between markets was “semi-strong form efficient” as defined by Fama.  If a $1 price change on the first market is translated into a $1 change on the second market consistently, the semi-strong form of the Efficient Market Hypothesis regarding the markets transferring price information will be supported.  If the prices on the markets do not move together, they would appear to be inefficient in their transfer of pricing information.  
The importance of this work is to add to the body of empirical literature relating to the Efficient Market Hypothesis.  Other pieces written on this theory examine mainly contemporary examples on modern stock markets.  The purpose of this paper is to show that Fama’s theory holds for this historic dataset.  Fama’s work is important because it draws conclusions about the market’s behavior based on which form of the Efficient Market Hypothesis the market exhibits.  His theory dictates in the case of the semi-strong form, the market cannot be predicted based on past information or public information.  There will not be opportunities to make free money, simply by having knowledge of public information.  In this way, a trader could not run back and forth between the two stock exchanges and make money, merely by knowing what the price was on the other market.  
This paper will show that the price series move together and will test the hypothesis that a $1 change on the Evening Exchange causes a $1 price change on the New York Stock Exchange and vice versa.  
 TC  Introduction Review of Literature

The literature relevant to this thesis can be broken into one of three categories based on how it influences the work done here.  Certain parts of the literature are historical information regarding the markets examined; some parts of the literature are based on the theory being used to craft the test, while other parts of the literature are modern examples of similar research.
Market Background


Between January 1864 and August 1865, numerous small side-exchanges emerged to compliment the day trading on the New York Stock Exchange (NYSE).  These exchanges popped up partially as a response to strict rules on the NYSE, and partially to fill the niche of after hours trading based on war news that would arrive.  One market for which information is available was the Gallagher’s Evening Exchange.  It was open after the NYSE closed, from 5:00 p.m. until midnight.  It started in a hotel, and eventually amassed enough money to fund a new building.  The new building was built diagonally across the street from the NYSE.  This Evening Exchange was a place for traders to buy and sell the same assets traded on the NYSE, and its constituency included a portion of the members of the NYSE.


Thomas Kalinke, an amateur historian focuses on this time period in his work, and from it we learn that the Evening Exchange was a sole proprietorship headed by R.H. Gallagher, and it was not highly thought of by the members of the Board of Directors for the NYSE.  In addition, Kalinke adds information about the Ketchum forgery fiasco which led to the NYSE Board’s ban on its traders from partaking in the Evening Exchange, effectively terminating the Evening Exchange in late 1865.

The New York Herald contained additional editorial articles in the weeks prior to the closing of the Evening Exchange.  Two articles in particular appeared in the August 20th and August 25th 1865 editions.  These articles blasted the Evening Exchange, claiming it was a haven for speculators and gamblers who would leave their families at home at night to go uptown and trade.  The Herald blamed Evening Exchange for everything that was wrong with society, saying that the exchange was responsible for breaking families apart and fueling speculators’ gambling habits.  These articles do not offer much unbiased description of the history of the market, but they make an interesting read and describe public sentiment at the time.

Theory
The bulk of the literature on the theory examined in this paper comes directly from the classic paper by Eugene Fama, “Efficient Capital Markets: A Review of Theory and Empirical Work”, published in the Journal of Finance in 1970.  In this paper, and subsequent papers which followed up on it, Fama describes market efficiency as belonging to one of three forms.  Each form would have its own impact on practical behavior in the markets, as well as predictability in pricing mechanisms.  
In the Weak form of the Efficient Market Hypothesis, Fama posits that the past price information on a market is of no value in predicting future performance because the stock markets follow a random walk.  The movement of a stock is random and “technical analysis”, as the finance analysts call it is of no value.

Fama goes on to define the Semi-strong form of the Efficient Market Hypothesis where he states that all publicly available information to a market will be incorporated into that market’s pricing behavior.  This extension jabs at the financial analysts who proclaim that by performing “fundamental analysis,” which involves examining a company’s financial statements for mis-pricing by markets, they can achieve above average profits in market trading.  Fama says that any information available publicly in the financial statements of a corporation has already been incorporated into the price of that asset, and therefore fundamental analysis takes a seat alongside technical analysis on the ineffective analysis tools bus.

Finally Fama extends this to further include all private information as well in his Strong form of the Efficient Market Hypothesis.  He says in essence that even privately held information by company officials or other privy parties is used in setting market prices.  
Empirically there is conflicting evidence as to which form of efficiency stock markets exhibit most frequently.  This thesis wishes to examine the semi-strong form in detail, by following the empirical work of others (described in the next section), in regards to the presumption that the price of an asset on one market is a piece of public information to the other market which trades the same asset.  This is the foundation for the analysis in this paper.
Empirical Work

After understanding the history of the market, it is necessary to look at examples of similar research into two markets trading the same stock.  They are important because they provide an example of some of the statistical measures that have been used to study this phenomenon.  The following resources are organized in chronological order based on the markets studied.

Neal’s paper “Integration of International Capital Markets: Quantitative Evidence from the Eighteenth to Twentieth Centuries” uses asset price differences to measure the level of integration between two markets.  He argues that the absolute value of price differences of a single asset in two markets at one point in time represents the transaction costs differences between markets and is a sign of how well integrated the two markets are.  He uses this to show the integration of the Amsterdam and London markets at points of financial crisis from the 1700s to 1900s.  He assumes that the markets are most in tune when they are both in financial crisis.  He concludes that the markets were well integrated.  This is an example of measuring how well markets are integrated based on their prices.


Richard Sylla, Jack Wilson, and Robert Wright’s 2003 paper “Transatlantic Capital Market Integration, 1790-1845” examines how the prices in New York and London became more integrated over the period 1790 to 1845.  The communication was limited to ships crossing the Atlantic.  Sylla, Wilson, and Wright found that in the period before 1815, the prices on the two markets did not appear to take each other into account, but in the period after 1815 they seemed to be considerably tighter in correlation.  The authors offer reasons regarding the political environment before and after 1815 to explain the results.  Their work applies to this as an example of analyzing two markets and how closely their prices incorporate the prices from the other market.

Kenneth Garbade and William Silber authored a paper entitled “Technology, Communication, and the Performance of Financial Markets: 1840-1975” about how changes in technology which speed the communication between markets can have an impact on the degree of integration in prices between the two markets.  They studied three innovations: the transatlantic cable, the domestic telegraph, and the consolidated ticker tape.  The first dataset showed the strongest evidence that the technological innovation of the transatlantic cable tightened the price integration between New York and London.  The domestic telegraph from New York to Philadelphia and New York to New Orleans also showed statistically significant improvements in integration.  The consolidated ticker tape on the NYSE of regional exchange prices did not show strong evidence of increased integration.


Lieberman, Ben-Zion, and Hauser published an article in the Journal of International Money and Finance titled “Characterization of the Price Behavior on International Dual Stocks.”  The article examines the stock price behavior of the same stock being traded both in New York and Tel Aviv.  They focused on finding whether or not the prices on the two markets were cointegrated.  They used a technique of lagging the variables to solve the problem of the markets trading at different times during the day.


Lau and Diltz were also published in the Journal of International Money and Finance with their article, “Stock Returns and the Transfer of Information between the New York and Tokyo Stock Exchanges.”  The article looks at the same subject as the Lieberman, Ben-Zion, and Hauser paper.  The same stock traded in two markets.  These authors looked at the returns of intraday periods, and compared them between markets to see if one market’s returns followed from information on the other market’s previous period intraday returns.  


The Journal of Finance published an article entitled “After-Hours Stock Prices and Post-Crash Hangovers” by Neumark, Tinsley and Tosini.  In this article the authors examine the correlation of prices on multiple markets of a single asset.  The paper looks at the time series properties of the data to determine if the markets are correlated in a period of high activity, immediately after the 1987 crash, and how quickly they return to non-integrated prices.  This article explained the price differences as rational investor behavior.  The authors explain that the lower correlations represent transactions costs barriers, costs that are higher than the profit to be made will prevent arbitrage agents from performing as expected.

 TC  Introduction Data

Source

The data consists of multiple price series for Erie Railroad common stock over an 8 month period starting in 1864.  The prices quoted were from 

1. 10:00 a.m. NYSE call

2. 4:00 p.m. NYSE close

3. 7:00 p.m. Evening Exchange call

The market consisted of traders making trades throughout the day, with official calls at specified times.  The official in charge of the call would be given the attention of the floor as he would read down the list of stocks and bonds, one at a time, calling for buy/sell offers.  These trades were one day forward trades, though for the purpose of this examination, we are treating them as spot trades.  This is acceptable because trades on both markets were forward trades, so there are no heterogeneous data problems.  The prices were quoted in The New York Times, and it seems logical to assume that they were printed in chronological order of the calls from the auctioneer.  The list generally began with the governmental bonds, followed by the bank and corporate bonds, then by the railroad stocks, and finally by any other stocks.  The primary data source, The New York Times, was available on microform.  The price quotes over the time period July 1st, 1864 to March 31st, 1865 were manually transcribed from microform to computer.  
The time period examined covered 274 days, of which 227 dates had data from at least one of the series.    
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Issues

The series contain missing price quotes.  The dates with missing quotes can be grouped into two categories: days in which all the series have no data for the stock price, and days in which some series contain quotes and other series lack quotes.  

Both the NYSE and Evening Exchange traded on Monday through Saturday.  The no data days are generally holidays, some of which are observed in the present such as Thanksgiving, Christmas, and New Years Day.  Other holidays such as National Fast Day, which were important at the time, are no longer observed.  On a few occasions there would be no trading without any explanation, although these days were very rare over the dataset.  The dates with no quotes at all are dealt with by removing them from the series in a process called listwise deletion.  The act of removing these days from the series is common among the financial times series literature.  According to Kofman and Sharpe, 137 of 175 surveyed papers (78.3%) in various journals including the Journal of Finance, the Journal of Banking and Finance, the Journal of Financial Economics, and the Journal of Financial and Quantitative Analysis used listwise delete compared to 38 of 175 papers (21.7%) using various forms of imputation.  It can be explained intuitively by stating that regardless of whether or not there is information transfer on the days when there is no trading, the market will pick up the information on the following trading day.  Therefore it is acceptable to treat these days as if they do not exist, because in the functioning of the market, they do not.  The series each become compressed by the missing day.    

The dates with partially missing quotations are an interesting complexity.  Again, these dates include data for at least one of the series, but not all of the series.  There are two options in dealing with these dates: remove the date and compress the series using listwise deletion, or interpolate the value of the price quote to fill in the missing data.  The former is the method chosen for this paper.  The other option to interpolate the data presents a number of difficult decisions regarding how it would be best to go about deciding on the method of interpolation, as well as the negative affects of interpolation on the variability of the series.  To avoid these dangers, this paper will side with the vast majority of similar economic time series papers and use listwise deletion.
Model TC  Introduction 
The purpose of the empirical work in this thesis is to show that prices on one of the two markets studied were good indicators of future prices on the other market.  Efficient markets, as defined by Fama, are ones in which information important to the valuation of the assets is transferred between markets which price the same asset.  Fama defines three regimes of market efficiency.  This model seeks to examine the semi-strong form of market efficiency, in which public information is disseminated among markets which price the same asset.  The step this paper takes, which is done in similar financial market integration papers, is to posit that the price of the asset on one market is public information on the second market and vice versa.  Under this theory, both markets will use the information of price on the opposite market to coordinate pricing behavior.  In sum, the markets will price based on the price on the other market, so changes in price due to stochastic shocks will be transferred from one market to another, showing the pricing mechanism’s efficiency is consistent with Fama’s description of the semi-strong form of the Efficient Market Hypothesis.
The model examines directly the relationship between the price on first market and the subsequent price on the second market.  This model attempts to test whether or not the price on the first market affects the price on the second market.  Econometrically speaking, we find that the model must show that the prices move together, that is, the series are cointegrated.  The model will show a cointegrated relationship between the prices on the two markets so that the hypothesis that the markets efficiently transfer price information can be tested.  The reason for both of the two equations in this model is to describe the reciprocal nature of the relationship between the markets.  It is expected that the NYSE affects the Evening Exchange and the Evening Exchange affects the NYSE.  
The purpose of the test is to show that the prices of Erie railroad on the Evening Exchange and the New York Stock Exchange move together.  A price change on the NYSE closing quotation should be reflected in an exactly identical change in the Evening Exchange price, and vice versa.  This expectation can be modeled by the initial equations:
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Where:

NYo 
= Opening Price on NYSE 

NYc 
= Closing Price on NYSE

EE 
= Price on Evening Exchange

Purpose

Theory dictates that if these markets are efficient, the price on one market would reflect that of the other market.  In the first equation (EQ1), the NYSE closing price is regressed on the Evening Exchange price from the same day.  The coefficient β1 should be equal to 1 if the change in the Evening Exchange perfectly mirrors the change in the NYSE closing price, plus a random noise component.  The second equation (EQ2) works similar to the first, except that it is the Evening Exchange’s price that is regressed on the next morning’s NYSE price.  Again, β2 should be 1 if the changes on the NYSE price reflect the changes of the Evening Exchange price.

Procedures

Starting at the beginning, the ultimate goal is to test the hypothesis that a 1 point change on one market is translated into a 1 point change on the other market.  For the two equations, the hypothesis can be stated:

	EQ1
	EQ2

	H0: β1 = 1
HA: β1 < 1
	H0: β2 = 1
HA: β2 < 1


Table 1: Regression Hypothesis Test Conditions

To be able to test this, the prices on one market are regressed on the other.  Ignoring the time series properties of the data, it could be easily shown that the coefficient resulting from the regression is equal to 1 using Ordinary Least Squares.  Unfortunately this data contains time series properties that cause standard OLS regressions to possibly misestimate the coefficient and/or the standard errors of the estimates, as well as result in unknown distributions of the coefficient estimate and standard errors, and therefore the process is more complicated than an OLS regression with a t or F test.  

It is suspected that the series involved in these regressions are random walk processes.  This means that they move as an accumulation of past shocks and do not revert to any sort of a long run price.  This concept of shocks persisting in the series indefinitely is described as non-stationarity, and a random walk process is referred to as being “integrated of order 1”, written shorthand as “an I(1) process”.  The reason for this is because when the series is differenced once (hence the 1), it becomes stationary with constant mean and variance.  Many stocks seem to fit this pattern, and these series in particular seem to as well.  One of the issues with non-stationary data is that when two I(1) series are regressed on each other, a relationship may appear when there is really none.  Further, the explanatory power of the regression (adjusted R2) may appear to be very high, when the two series are not truly related at all.  When this occurs it is known as a spurious regression.  To apply these facts to this paper’s focus, it could be problematic to regress the NYSE price on the Evening Exchange price if both series are I(1).  If we run a regression and find a relationship, we don’t know whether or not it is spurious.  When there is a true relationship in such a regression, the variables are cointegrated.  To be cointegrated means that the shocks affecting both variables are related to each other, that is, the variation in the series have a relationship.  Specifically, cointegration means that the series follow a common stochastic trend.  In the case of this paper, these random walk processes which are I(1) move together, as prescribed by our interpretation of Fama’s theory.  If the changes in price are translated immediately from one market to the other, their price levels would move together.  To prove this, we test whether or not the series are cointegrated.
The test for cointegration can be summarized by proving that the series are both stationary in the first difference, and then that the residuals of the regression are stationary which is referred to as I(0).  Stationarity means that the stochastic shocks to a series depreciate over time as the deterministic portion of the process.  The random component of a price at any given time does not persist for the lifetime of the series.  In addition, a stationary process has constant mean and variance over the entire time series.  This is not expected in the two price series, as stated before because they follow a random walk, however you can test for cointegration of two I(1) series by running a regression on them and showing that the residuals generated are I(0) as explained by Engle and Granger in their classic 1987 paper “Co-integration and Error Correction: Representation, Estimation, and Testing” published in Econometrica.  This is the first step in getting to the final test, to show that the series are cointegrated.  To explain in terms of the equations in this model, if EEt and NYCt are I(1) and regressed upon one another, they are cointegrated if the residual series from the regression, mt is stationary or I(0).
First, both series must be shown to be I(1).  When a series is autocorrelated, but the first difference is not, the series is I(1).  This is accomplished by showing that they are stationary in the first difference.  To show that they are stationary in the first difference, we generate a series of changes between the values in the price series.  We subtract yesterday’s value from today’s value and that is the difference series.  If the difference series is not a random walk, it is I(0).  Applied to our dataset, this means that the price change from yesterday on the NYSE to today on the NYSE is not a random walk; rather it is a stationary process, where the stochastic element eventually dissipates and the difference series tends towards a long run mean.  Stationarity in the first difference of a series is determined by showing using a special test.  The modeling of this for both series would be:
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The test to show that these series are I(1) is the Augmented Dickey-Fuller test.  This test examines a series to see whether or not the hypothesis of the series containing a unit root can be rejected.  A unit root occurs when Gamma is equal to one.  This means that the test tries to see if the series is stationary, and if not, there is a unit root, meaning the series is non-stationary or I(1).  The reason the test is dubbed “augmented” is because the original test was simply what is shown above.  The augmentation was made to the test by adding lagged differences of the variable.  This was done in an effort to improve the properties of the errors from the regression, to make them look more like white noise (uncorrelated, constant variance randomness) and provide the most accurate ADF statistic as possible.
	NYC Series
	EE Series
	NYO Series

	H0: γ1 = 1
HA: γ1 < 1
	H0: γ2 = 1
HA: γ2 < 1
	H0: γ3 = 1
HA: γ3 < 1


Table 2: ADF Test Hypothesis Conditions

The ADF test hypothesis is:


H0: Series has a unit root, therefore is I(1)


HA: Series does not have a unit root, therefore is I(0)

The ADF test has defined critical values and results in a test statistic to be held against those critical values for determining whether the null hypothesis is rejected or not.

Once both series are shown to be I(1), the test can continue by examining the residuals of the regression for stationarity.  This is accomplished again via an ADF test.  The ADF test is run on the residuals series from regression on EQ1 and EQ2.  Again in this test the null hypothesis is that the series has a unit root, so the expectation is that if the series are cointegrated, this will be rejected.  

One interesting component of the tests for unit root is the selected lag structure.  The unit root test can include in its regression, lagged dependent variables.  This gives more power to the test and makes the test statistic more accurate.  There are numerous methods to selecting the lag structure for this test, that is, the number of lags.  In this paper, we use the method described by Hall in his 1994 paper in the Journal of Business and Economic Statistics to choose how many lags to include.  In this method, we start with a lag structure of 8 lagged periods.  When the test is run, if the last lag period is not significant based on the t statistic for that coefficient in the ADF test, it is dropped and the test is re-run with one fewer lags until a lag period that is significant is found.  

 TC  Introduction Model Estimation and Inferences
Time Series Properties of the Data
Initially, we test the three series of the dataset to detect whether or not they are stationary in the first difference, using Augmented Dickey-Fuller tests.  Again, in this method, we start with a lag structure of 8 lagged differences of the series and systematically drop the last lag until we find a lag period that is significant.  Using Hall’s technique we found that for all series tested, no lag periods were significant and in fact the “Augmented” part of the unit root test was unnecessary
.  The results of the ADF tests for the price series confirmed that all series are I(1) by not rejecting the null hypothesis of a unit root.  Then the residuals were shown to be I(0) by rejecting the null hypothesis of a unit root.  
The Evening Exchange series is fails to reject the null hypothesis of a unit root at the 5% significance level based on an ADF statistic of -0.12548.  The New York Closing price series fails to reject the null hypothesis of a unit root at the 5% significance level based on an ADF statistic of 0.43532.  The New York Opening price series fails to reject the null hypothesis of a unit root at the 5% significance level based on an ADF statistic of 0.87849.
Estimation
EQ1 is initially estimated using standard OLS for the purpose of obtaining the residual series.  The estimation is: 
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EQ2 is also initially estimated to obtain the residual series.  The estimation is: 
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The t statistics from these regressions have not been reported because they are unreliable due to the affect of correlation between the differences of the dependent variable and the errors, which will be explored and accounted for below.

TesTest for Cointegration

As explained above, to perform the overall goal of testing the hypothesis that the price changes on both markets are transferred to the other market, we must show that the series are cointegrated.  To test for the presence of cointegration between the series, we have shown that the series are all I(1), and we now test the residuals from the regressions for EQ1 and EQ2 to see that they are I(0).  We have found stationarity in the residuals, which indicates that the series are cointegrated.  
Residuals from EQ1, mt reject the null hypothesis of unit root at the 5% significance level, with an ADF statistic of -14.27453.  The critical values for this residuals based test are -2.76 at the 5% significance level.  The critical values for this test are not the standard ADF critical values because this series is composed of residuals.  The critical values for residuals based tests are tabulated in Hamilton (1994).
Residuals from EQ2, nt reject the null hypothesis of unit root the 5% significance level, with an ADF statistic of -4.36466.  The same critical values were used, -2.76 at the 5% significance level.  On the residual series nt, Hall’s method of lag selection has led to a lag structure of 5 differenced lags for the unit root test.  The fifth differenced lag was statistically significant.
TesHypothesis Testing

The cointegrated relationship successfully uncovered, we can turn to testing the hypothesis of the paper, that the price change on one market is equal to the subsequent change on the other market.  Unfortunately, the standard t test of the coefficients generated by OLS for EQ1 and EQ2 can only be used if it can be shown that each coefficient estimate is distributed with a t distribution.  Initially, this paper will follow the path for the first equation, EQ1, and then will show the same steps done for the second equation, EQ2.  
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It is suspected that there is explanatory power hidden in mt coming from the differences of the price on New York.  Intuitively, this can be explained as the changes in price on New York representing information about the stock coming to the market.  That information, represented by ut in EQ6 below, should have relevance in determining the level of the Evening Exchange.  Therefore we calculate the first difference of the New York series and examine whether or not it is correlated with the errors from EQ1.  If the difference is related to the errors from EQ1, that means there is an omitted variable in EQ1 that can lend to its explanatory power.
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The first step is to regress the residuals (mt) from EQ1 on the generated first difference series from the New York Closing series (ut).  The lambda in equation EQ6 represents the measurement of the covariance of the residuals of the main equation (mt) with the difference series (ut).  This means equation EQ6 will show whether or not, the values of ut may be used to improve the estimation of EQ1.  The major concern is not actually with incorrect estimation of the beta coefficients, because OLS will provide consistent estimates of β1, even if mt and ut are related.  This is because ut is an I(0) process, and when I(0) processes are omitted from a cointegrated relationship such as EQ1, the estimates of β are still consistent, they converge on the true value of β.  Adding the I(0) process does not improve the accuracy of the estimate for β, it attempts to correct for the standard errors of the estimates being incorrect.  In fact because of the cointegrated relationship, the OLS estimates of β are super consistent, which means that they converge on the true value of β faster (that is, with a lower sample size) than non-cointegrated relationships.  To be able to accept OLS standard errors of the estimates, we would have to find that mt is not related to ut for all leads and lags of ut.  Otherwise, OLS standard errors cannot be used for t testing the coefficients.  The regression EQ6 is run for a number of leads and lags of ut.  We will run the regression for 4 leads, no leads/lags, and 4 lags (9 regressions).  By showing that any of the 9 values of lambda from EQ6 is significantly different from zero, we are able to see that the residuals from EQ1 are related to the differences in the dependent variable.  This means that we cannot use the OLS standard errors without a correction to our model to accommodate this omitted variable bias.  
The second equation, EQ2 yields the following, in parallel to the EQ1 setup.
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(EQ2)
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(EQ7)
	ut / vt Lead/Lag
	EQ6 λ (t stat)
	EQ7 λ (t stat)

	4
	-0.0401 (-1.2761)
	0.0129 (0.3283)

	3
	-0.0263 ( -0.8160)
	0.0148 (0.4108)

	2
	0.0101 (0.3534)
	-0.0185 (-0.5300)

	1
	0.1624 (5.7057)
	0.2407 (8.2209)

	0
	0.0977 (3.2549)
	-0.0760 (-2.2271)

	-1
	-0.0459 (-1.4256)
	0.0244 (0.6961)

	-2
	-0.0234 (-0.7069)
	-0.0312 (-0.8985)

	-3
	0.0152 (0.4245)
	0.0449 (1.1938)

	-4
	0.0552 (1.6135)
	-0.0437 (-1.1186)


Table 3: Lambda values from EQ6 and EQ7 for leads and lags of difference series.

As shown in Table 3, the first lead of the change in New York, as well as the current value for the change in New York are statistically significant in explaining the level of the Evening Exchange.  Additionally, the first lead of the change on Evening from the prior day and current change on Evening from the prior day is statistically significant in determining the level of the New York Open.  To visualize this, the results regarding EQ6 are showing that the level of the Evening Exchange on say Wednesday is correlated with the amount that the New York close price changed from Tuesday to Wednesday, and also what the change in New York close is going to be from Wednesday to Thursday.  As far as EQ7, the results are showing that the level of the New York opening price on Wednesday morning is correlated with the change in price on the Evening Exchange from Monday to Tuesday, and also what will be the change on the Evening Exchange from Tuesday night to Wednesday night.  This is consistent with our understanding of how the markets processed information.  Stepping back from the econometrics for a moment and into the theory, it is reasonable to accept that information traveling from yesterday’s price on New York to today’s price on New York (i.e. ut+1) is correlated with the level of today’s Evening Exchange price.  Additionally, the change from today’s price on New York to tomorrow’s price on New York (i.e. ut) would also have value in determining today’s price level of the Evening Exchange, if the information is available prior to the Evening Exchange’s call.

In order to compensate for this, we now add these terms into the regression from EQ1 in order to improve the properties the errors of EQ1 (that is, whiten them) and provide a standard error on the coefficient which can be used to test our main hypothesis.  The new EQ1a:
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EQ1a
Similarly, EQ2 becomes:
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EQ2a

The estimations of EQ1a and EQ2a are summarized in the table below:
	 EQ1a Estimate
	OLS Estimate (std error)
	t stat
	 EQ2a Estimate
	OLS Estimate (std error)
	t stat

	α1
	0.0126 (0.3189)
	0.0394
	α2
	0.4402 (0.6499)
	0.6775

	β1
	1.0002 (0.0034)
	292.7414
	β2
	0.9972 (0.0082)
	121.9097

	δ2
	-0.0241 (0.0292)
	-0.8273
	φ2
	0.0403 (0.0491)
	0.8203

	δ3
	0.0016 (0.0313)
	0.0514
	φ3
	0.0417 (0.0455)
	0.9167

	δ4
	-0.0173 (0.0300)
	-0.5775
	φ4
	0.0116 (0.0477)
	0.2422

	δ5
	0.1546 (0.0306)
	5.0533*
	φ5
	0.2375 (0.0487)
	4.8794*

	δ6
	0.1436 (0.0304)
	4.7208*
	φ6
	0.0110 (0.0522)
	0.2114

	δ7
	-0.0370 (0.0307)
	-1.2072
	φ7
	-0.0411 (0.0457)
	-0.9000

	δ8
	-0.0299 (0.0313)
	-0.9531
	φ8
	0.0129 (0.0437)
	0.2949

	δ9
	0.0137 (0.0327)
	0.4188
	φ9
	0.0461 (0.0431)
	1.0700

	δ10
	0.0423 (0.0321)
	1.3174
	φ10
	-0.0139 (0.0427)
	-0.3253


Table 4: OLS Estimation of EQ1a and EQ2a coefficients. * denotes 5% significance.
From initial inspection it is clear that for EQ1a the periods of 1 lead and no leads/lags are statistically significant.  A simple F test of the restriction that δ 2 = δ 3 = δ 4 = δ 7 = δ 8 = δ 9 = δ 10 = 0 yields an F statistic of .7733 with probability 0.6105, which shows that the extraneous lagged difference for the 4th lead, 3rd lead, 2nd lead, 1st lag, 2nd lag, 3rd lag, and 4th lag are not necessary and lend no power to the regression.  Secondly, EQ2a shows only one significant lagged coefficient, the first lead coefficient.  Based on the previous tests in EQ7 we expect that the period of no leads or lags will also be significant when the irrelevant variables are removed from the equation.  An F test of the restriction φ2 = φ3 = φ4 = φ7 = φ8 = φ9 = φ10 = 0 yields an F statistic of 0.5992 with probability 0.7544, which clearly shows that the 4th lead, 3rd lead, 2nd lead, 1st lag, 2nd lag, 3rd lag, and 4th lag lend no power to the regression for EQ2a.  We will therefore remove them from the equation.
EQ1a and EQ2a are modified:
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EQ1b
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EQ2b

Estimation of EQ1b yields:
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Estimation of EQ2b yields:
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The estimate for beta and standard errors OLS provides would seem to now be appropriate for hypothesis testing, however there is one additional issue.  The residuals from the new EQ1b and EQ2b are suspected of being autocorrelated.  Autocorrelation in the residuals causes the standard errors reported by this regression to be invalid, unfortunately.  To test the residuals for the suspected autocorrelation, the residual series mt and nt are tested using a serial correlation Lagrange Multiplier (LM) test.  This test is formed as follows: the residuals from the regression are regressed on the independent variable and each lagged residual up to a specified p lags.  Shown in a regression form:
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The maximum lag length to test is defined as p, prior to running the test.  The null hypothesis of this test is that the residuals tested do not exhibit autocorrelation.  The Breusch-Godfrey test statistic is calculated by multiplying the number of observations included by the R2 of the regression used in the test.  This test statistic is asymptotically distributed as a Chi-square with p degrees of freedom, where p is the maximum lag in the test regression.  The strength of this test is that it is accurate in large samples regardless of whether or not the X variables are AR or MA, and it supports lag structures higher than 1 lag period.
We test residuals only using a single lag in the test, though the LM test supports higher order lag structures.  The resulting Breusch-Godfrey statistic for residuals from EQ1b was 12.083, with a probability of 0.0005 and the statistic from EQ2b residuals was 1.4572 with probability of 0.2274.  Therefore the null hypothesis of no autocorrelation is rejected in equation EQ1b, but not in EQ2b.  There is autocorrelation in the errors when estimating EQ1b via OLS.
With autocorrelation evident in the errors of EQ1b, we must now transform the equation to rid it of the affects of the autocorrelation.  This transformation is a process called Generalized Least Squares, or GLS.  By performing GLS on EQ1b we will arrive at a new equation which will be free from the detrimental affects of the autocorrelation, but will contain our original parameters to be estimated so that we can move on to testing our original hypothesis.  

The GLS transformation is as follows.  The general form for the equation we are working with is: 
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EQ1b

However, mt is autocorrelated as shown in the next equation. 
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EQ8
In EQ8, vt is a random white noise process.  Next, mt (EQ8) is substituted for in EQ1b:
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EQ1c

This removes the autocorrelated error mt from the equation, however mt-1 is now included in the regression equation.  From EQ1b, by examining one period prior, we see that mt-1 can be defined:
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EQ9

By substituting EQ9 into EQ1c, we are able to remove the autocorrelated error completely:
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Using algebraic methods, we distribute and reform the equation:
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To simplify, we find that the coefficients β and δ can be brought out, aiding in our next step.
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Next, we rewrite the equation using the lag operator to condense the terms:
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EQ1d

Finally we arrive at a condensed version EQ1d, which includes no autocorrelated errors.


To perform this regression, an accurate value for ρ must be discovered.  To determine the value of ρ, the Cochrane-Orcutt method suggests that the estimator for ρ, ρ-hat be generated by estimating EQ8 using OLS based on the residuals from EQ1b.  From this estimate of ρ, the independent and dependent variables can be calculated for EQ1d and then can be regressed in order to determine the estimates of β and δ.  With these values for the coefficients, the predicted residuals, m-hat, from EQ1b are calculated.  This new predicted residual series, m-hat, is now plugged into EQ8 to re-estimate ρ, from which EQ1d is re-estimated to determine new β and δ coefficients.  This cycle is repeated until the estimations converge on the true ρ.  Using the true value of ρ will yield the most accurate coefficients beta and delta.  

The initial value of ρ was found by regressing EQ8 using the residuals from EQ1b.  Using the initial value, after six iterations the auto regressive correction coefficient ρ, was found to be -0.26212.  Using this true value of ρ, the final estimation for EQ1d is: 
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Inferences


The hypothesis we intend to test throughout this paper is that a one point change on one market is reflected in a one point change on the other market, that is, the markets share information and price the asset efficiently.  For EQ1, this pursuit resulted in estimation of EQ1d, whereas EQ2 did not require the GLS transformation.  The purpose of the modifications to the original equation was to allow us to test the estimated coefficients using methods that expect a standard t distribution.  With that complete, we are able to move on to testing the coefficients of interest, β1 and β2.  We reiterate the hypothesis we wish to test:

	EQ1
	EQ2

	H0: β1 = 1
HA: β1 < 1
	H0: β2 = 1
HA: β2 < 1


Table 5: Regression Hypothesis Test Conditions


To test this, we construct a 95% confidence interval around β1 and β2 and validate that the null hypothesis is true.  The estimated coefficients, standard errors, and confidence intervals are listed below.  Since the coefficients follow the t distribution, and the sample size is sufficiently large, the confidence intervals are calculated from the normal distribution.  
	Coefficient
	Estimate
	Standard Error
	95% Confidence Interval

	β1
	
[image: image41.wmf]9976
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	0.0024
	0.992896 to 1.002304

	β2
	0.9990
	0.0040
	0.99116 to 1.00684


Table 6: Confidence Intervals for Hypothesis Testing
In both EQ1 and EQ2, the test fails to reject the null hypothesis that β1 and β2 are equal to 1 by examining the confidence intervals.  Additionally, we perform Wald coefficient restriction tests on the restrictions that first β is equal to 1, and second that β is equal to 1 and α is equal to 0.  The Wald tests fail to reject the hypothesis above described.  The results are summarized:
	Test H0
	F Statistic
	Probability

	β1 = 1
	0.9788
	0.324

	α1 = 0 and β1 = 1
	0.7110
	0.493

	β2 = 1
	0.1036
	0.748

	α2 = 0 and β2 = 1
	0.8056
	0.449


Table 6: Wald coefficient restrictions testing Beta and Alpha from EQ1d and EQ2b
The purpose in the second test, that jointly β is equal to 1 and α is equal to 0, is to solidify the statement made by this paper that the $1 price change on one market would cause exactly a $1 price change on the other market.  Intuitively, there could be transaction costs would lead to overall higher or lower prices on either market; however, we show that this is not the case for this dataset.  By showing α is equal to 0 at the same time β is equal to 1, we are able to say that a change on one market is precisely mirrored on the other market.  It is clear both from the confidence intervals, as well as the coefficient restriction tests that the overall hypothesis of the paper is supported

Starting with price series from different markets that appeared to move together we have outlined the theory explaining the expectation of cointegration between the series, as well as the econometric methods necessary in order to establish the relationship.  Standard OLS reports incorrect standard errors when there is a cointegrated relationship.  Through testing for significance of the changes in the independent variable on the independent variable, the distribution of the standard errors can be standardized simply by adding any leads or lags of changes which are significant to the model.  Finally, the DOLS result is corrected for autocorrelation via the Cochrane-Orcutt procedure.  This yields a model for which we were able to test the hypothesis and support our expected conclusion.
 TC  Introduction Further Research
This paper estimates the relationship between the series individually to determine the relationship between them.  There are more advanced systems methods that might be employed to estimate the equations jointly, and uncover more interesting relationships between the three series.  This could be implemented with a Vector Error Correction Model (VECM).  Additionally higher order lag structure for the autocorrelation of the errors resulting from the DOLS equations (EQ1b, EQ2b) could be explored.
 TC  Introduction Conclusion

The final result of the method supports the expectation that the beta values are equal to 1 and alphas are equal to 0.  This represents the reality that a one dollar increase in the price on the Evening Exchange will be carried to the NYSE the following morning, and a one dollar increase will occur there.  Additionally the relationship is mirrored in the other direction, a one dollar increase on the New York close price will be replicated as a one dollar increase that night on the Evening Exchange.

These results are interesting in the respect that this is a test of a theory proposed by Fama.  By interpreting Fama’s meaning of the Efficient Market Hypothesis in its semi-strong form, we are able to show that this historical dataset indeed proves his designs.  The modern studies that have been conducted in this area of the literature explain that proving Fama’s theory is important because the Efficient Market Hypothesis provides insight into market behavior when the market exhibits a form of the hypothesis.  By explaining that all public information is assimilated into the price of the assets, Fama is showing that arbitrage has occurred to its exhaustion and that there are no more opportunities to make money risklessly by trading on any of the public information.  There is not any money being left on the table, and transactions costs are minimized by both markets being integrated.
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� The Augmented Dickey-Fuller test was created from the original Dickey-Fuller test described in Dickey, Fuller (1976).  The “augmentation” was to include lags of differences of the series in the regression checking for stationarity.  The reason for this addition was to show that the lagged differences had explanatory power and provided for errors which approximated white noise better.  As stated above, in this particular study, no lags were found to be significant, so therefore the “augmentation” of adding the lags was unnecessary.
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